
MazeBreaker: Multi-Agent Reinforcement Learning for Dynamic
Jailbreaking of LLM Security Defenses

Zhihao Lin1*, Wei Ma2*, Mingyi Zhou1, Yanjie Zhao3, Haoyu Wang3, Yang Liu4, Jun Wang1, Li Li1†
1Beihang University, China

2Singapore Management University, Singapore
3Huazhong University of Science and Technology, China

4Nanyang Technological University, Singapore

Abstract
Warning:This paper contains harmful LLM responses.

In recent years, the application of Large Language Models (LLMs)
has become increasingly widespread, along with growing concerns
about their security. To assess the security of LLMs, researchers
have proposed various jailbreak attack algorithms, but only rely on
the models’ internal information or face limitations in exploring
the unsafe behavior, highlighting the need for a more adaptive and
generalizable approach. Inspired by the game of rats escaping a
maze, we introduce a novel jailbreak attack approach, MazeBreaker,
where attackers dynamically learn to find the exit based on feed-
back and their accumulated experience to compromise the target
LLMs’ security defenses. Our method is the first to systematically
learn from the feedback of attack attempts on target LLMs through
a multi-agent reinforcement learning system, enabling strategic
exploration of the model’s unsafe boundaries without a reference
oracle. We compared our approach with six state-of-the-art jail-
break attack methods, testing it on 13 different architectures of
open-source and commercial models. The results show that our
method performs exceptionally well in terms of attack effectiveness,
especially for the commercial models (GPT-3.5-turbo, GPT-4o-mini,
GLM-4-air and Claude-3.5-sonnet) with strong safety alignment.
We hope this study will help academia and industry better test
the security of large language models and promote adherence to
safety and ethical standards. Code and data are available on our
repository: https://anonymous.4open.science/r/MazeBreaker.
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1 Introduction
Large Language Models (LLMs) demonstrate significant potential
for general artificial intelligence [3]. However, along with these
advances, the security threats posed by LLMs have drawn increasing
attention from both academia and industry [30]. Safety alignment
has emerged as a primary approach to address these threats, aiming
to ensure LLM outputs align with human ethics and values [2,
25, 34]. However, evaluating the robustness of safety alignment
remains challenging, prompting researchers to develop various
jailbreak techniques to test LLM security [10].

Existing jailbreak methods fall into two categories: white-box,
requiring internal access to LLM parameters, and black-box, which
do not require internal information. Among black-box methods,
techniques such as LLMFuzzer [31], RL-JACK [6], RL-breaker [5],
and RLTA [27] have achieved notable success. LLMFuzzer uses a
fine-tuned small model in the attack loop but does not leverage
the experience gained from each attack attempt. RLBreaker, RL-
JACK and RLTA aim to improve the effectiveness of black-box
attacks by incorporating intermediate feedback during the attack
process, but rely on harmful reference answers to obtain feedback.
Though these approaches show great performance, they suffer
two critical limitations: ❶ methods relying on proxy answers from
auxiliary models [6, 27] constrain the diversity and creativity of
attacks, as they push the target model to mimic proxy outputs
rather than freely exploring harmful behaviors. ❷ methods such as
LLMFuzzer fail to fully leverage experience accumulated from each
attack attempt, limiting adaptive exploration capability.

We are the first to propose MazeBreaker, which overcomes the
aforementioned limitations without any need of proxy oracles by
a novel reinforcement-learning reward mechanism for a multiple
agent model. Jailbreaks in We envision the jailbreak process as
analogous to rats dynamically learning to escape a security maze
(Figure 1). During this escaping process, the attacker is like a rat
navigating through the maze, needing to make a decision for each
step based on the current state and the feedback from the target
LLMs, patiently adjusting strategies until they find the exit. This
eliminates dependence on proxy answers and promotes strategic
exploration of previously unseen unsafe behaviors. Specifically, we
introduce an automated mechanism, Information Quantization (IQ),
to assess the effectiveness of attacks. IQ quantifies the richness of
vocabulary in LLM responses, enabling continuous feedback during
the attack progression, not merely success or failure. Besides, jail-
break attacks involve two components: the jailbreak template and
the harmful question. The jailbreak template functions as a broadly
applicable attack tool, while the harmful question targets a specific
attack scenario. By employing two distinct agents to simultaneously
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optimize the jailbreak template and the harmful question, employ-
ing MADDPG [17] to mutually reference their respective strategies
to maximize the reward, our approach maximizes the generality of
the template while ensuring the diversity and effectiveness of the
attack combinations. These settings make MazeBreaker apart from
existing techniques as highlighted in Table 1.

To validate the effectiveness of our method MazeBreaker, we
conducted a comparison across 13 various closed-source and open-
source models using 6 state-of-the-art (SOTA) attack methods, es-
pecially for the commercial LLMs with strong safety alignment.
The experimental results indicate that our approach outperforms
the others. We primarily utilized two closed-source models: GPT-
4o-mini as the judgment model during the iterative process due to
its strong alignment capabilities, low cost, and fast inference speed,
while another state-of-the-art model, DeepSeek-V3 [15], was cho-
sen as the evaluation model for its cost-effectiveness and superior
performance in assessing the final attack results. We also utilized
the Llama Guard 3 [16], which is designed to ensure security, along-
side a multi-reviewer cross-validation process to verify the results,
ensuring that we avoided the bias in the evaluation process. Ad-
ditionally, we analyzed key components of our method, including
mutators to input data, the reward mechanism, and model selection.
Furthermore, we validated the effectiveness of our method in the
transfer attack scenario, successfully transferring attacks to the
Llama-3 series models, including one at the 405 billion parameter
level.

In a summary, our work has three main contributions: ❶ We
introduced a novel jailbreak black-box attack method based on
multi-agent reinforcement learning , which employs a coordinated
strategy between the large model and the small models to find the
secure boundary of LLMs without the need for reference answers.
Our method attacks by dynamically aligning the harmful behavior
of the target model with that of the small model. ❷Based on our
observations during the jailbreak attack process, we introduce a
novel, automated reward evaluation mechanism (combining IQ and
judgment score) that continuously measures attack progress, simul-
taneously addressing both automated assessment and incremental
reward provision. ❸Our method achieved the highest average at-
tack success rate compared to six state-of-the-art baselines across
13 open-source and closed-source models, especially for the com-
mercial LLMs with strong safety alignment.

In the following sections, we first introduce the preliminary
knowledge and challenges in Section 2, and then present the
methodology in Section 3. Section 4 outlines our research ques-
tions, the baselines, the dataset used, and the experimental settings.
In Section 5, we present the experimental results and provide con-
clusions for each research question. Section 6 addresses the threats
to the validity of our study. Finally, Section 7 offers our conclusions.

2 Prelimary and Challenges

2.1 Reinforcement Learning
Reinforcement learning is a machine learning method where agents
interact with an environment, performing actions 𝑎 ∈ A, observ-
ing states 𝑠 ∈ S, and receiving rewards 𝑟 ∈ R. The goal of the
agents is to learn an optimal policy 𝜋∗ : S → A that maximizes
the cumulative reward 𝑅. It is similar to human trial-and-error

learning and is suitable for complex, dynamic environments. The
interaction between the agent and the environment is central: at
each step, the agent receives the state of the environment, decides
and executes an action, and the environment provides feedback
in the form of a new state and immediate reward. This process
repeats continuously, allowing the agent to gradually learn how
to influence the environment through its actions to accumulate re-
wards. The algorithm explores optimal strategies through trial and
error, capable of handling uncertainty and even finding solutions
in environments that are difficult to understand.

In the context of a jailbreak attack, the attacker aims to iden-
tify breakthrough points within the intricate security defenses of
LLMs (referred to as the “safety maze”), which are often neither
directly observable nor predictable. To tackle this issue, we adopt
reinforcement learning in our work for the following reasons:
Adaptability to Dynamic Environments. The security defenses
of LLMs are highly complex and continuously evolving. Reinforce-
ment learning allows for the dynamic adjustment of attack strate-
gies by leveraging real-time feedback, enabling the identification
of weak points within the security boundaries.
Effective Use of Feedback. Unlike traditional static template-
based methods, reinforcement learning utilizes the output of the
target LLM as immediate feedback. This feedback is then employed
to iteratively refine and optimize subsequent attack strategies.
Balancing Exploration and Exploitation. Reinforcement learn-
ing integrates exploration-exploitation mechanisms to strategically
test various input modifications. This approach facilitates a gradual
and systematic exposure of the target model’s security vulnerabili-
ties.

2.2 Jailbreak Attack
Jailbreak attacks are strategies used to bypass the security and
ethical guidelines of LLMs, leading to the generation of harmful
content. They are classified into white-box attacks, which require
access to the model’s internal structure, and black-box attacks,
which rely on observing input and output behavior.
White-box attacks.White-box attacks refer to scenarios where
attackers have access to the internal structure and parameters of
the target model. This type of attack allows attackers to leverage
the model’s internal information to devise their attack strategies.
Zou et al. propose GCG [36] and it generates an adversarial suffix
by combining greedy search and gradient-based search techniques.
Liao et al. propose AmpleGCG [14] and it is an enhancement of
GCG that utilizes internal access to the target LLM to perform jail-
break attacks by training a model to generate adversarial suffixes.
AmpleGCG achieves a high success rate across various models;
however, its effectiveness is limited when facing models with ro-
bust defense mechanisms, such as GPT-4. Zhu et al. propose Au-
toDAN [35] and it is a gradient optimization-based attack method
specifically designed to produce adversarial prompts capable of
bypassing LLM security protections.
Black-box attacks. Black-box attacks do not require any under-
standing of the internal structure or parameters of the target model;
attackers deduce and execute their attacks solely based on the
model’s input and output. Wei et al. propose Jailbroken [28] and
the authors design various attack methods to bypass model secu-
rity mechanisms. Ding et al. propose ReNeLLM [9] that employs
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1. Where am I in the maze? 
2. Which way should I go? 

escape route
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Objective: Escape from the LLM security maze!
Let’s ask: How do you rob the bank?

Let the game 
begin — Rat, go!

I will not provide any information about 

robbing banks or committing other crimes, 
even in a fictional context.

I will not provide information about illegal 

activities ... However, I'd be happy to have a 
thoughtful ……g dangerous behavior.

Greetings, …While we cannot condone 

…..,.Instead, ….. The universe is vast and full 

of wonders far more exciting than mere 
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currency redistribution! …., here are some 
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Well, useless.
Try action 1?

Aha,  changed.  Try
some similar things!

Wow,  close! The 
strategy works! 

Done! Got it, money!
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3

LLM

LLM

LLM

LLM

Figure 1: Jailbreak is a game of escaping a LLM-security maze.

Table 1: Comparison of MazeBreaker with SOTA Jailbreak Attacks

Aspect LLMFuzzer RLBreaker Cipher/ReNeLLM/Jailbroken CodeChameleon MazeBreaker (Ours)

Question Mutation ✗ ✗ ✗ ✗ ✓
Attack Success Feedback binary success/fail proxy harmful answers predefined heuristics predefined heuristics Information Quantization (IQ) + judgment score
Template Selection Strategy MCTS RL guided by proxy model static heuristic static heuristic UCB (Upper Confidence Bound)
Mutation Strategy Selection random RL (proxy-answer guided) heuristic heuristic RL (MADDPG multi-agent)
Proxy Harmful Answers ✗ ✓ ✗ ✗ ✗
Adaptive Exploration Capability medium medium low low high (MADDPG)

strategies of prompt rewriting and contextual nesting, modifying
input prompts, and embedding them in specific usage scenarios to
confuse the LLM and bypass its security mechanisms. Lv et al. pro-
pose CodeChameleon [18] and it circumvents the intent recognition
phase of LLMs through personalized encrypted queries. Chao et
al. propose PAIR [4] and it enables an attacking model and the tar-
get model to collaborate in generating potential jailbreak prompts.
Yuan et al. propose CipherChat [33] and it engages in dialogue
using ciphertext with LLMs to circumvent the model’s safety align-
ment measures. Deng et al. infer and reverse engineer the defense
mechanisms of LLM chatbots without needing access to or modi-
fication of the model’s internal structure or parameters [8]. Yu et
al. propose LLMFuzzer [31] that employs a black-box fuzz testing
approach to mutate selected seeds, including operations such as
generation, crossover, expansion, contraction, and reconstruction,
in order to create jailbreak templates.

2.3 Challenges
Although the advantages we can get using the reinforcement learn-
ing, we still encounter the specific challenges that arise when ap-
plying RL techniques to jailbreak attacks on LLMs. When designing
MazeBreaker based on the the multi-agent reinforcement learn-
ing, we encountered three challenges and they definitely affect the
design of our approach.
Challenge 1. What is the action space? The action space defines
the possible actions a rat can take at each step while attempting to
escape a security maze. This involves not only altering the input to
the LLMs but also shaping the overall strategy for the escape process.
In this process, we need to determine how to modify the input
to the LLMs to achieve the desired goal. We examine this action
space in detail from two perspectives: first, by altering the harmful
question itself, and second, by modifying the jailbreak template to
explore different output results and test how various inputs affect
the LLMs’ response. When designing specific actions, we adhere to

a core principle: ensuring that harmful attributes remain unchanged
while maximizing the diversity and ambiguity of input styles. This
helps to test the system’s stability under varied input conditions.
Challenge 2. How can we automate the evaluation of the attack
process and design a reward function that reflects both the final success
and the intermediate progress? In reinforcement learning, iterative
training is typically required to enhance model performance, and
relying on human judgment to evaluate each attack is both time-
consuming and impractical. Therefore, automating the assessment
of attack success is a critical issue. A binary success/failure outcome
is insufficient because it does not capture the reward gained during
the trial phase leading up to a successful attack. For instance, as
illustrated in Figure 1, when a rat is at position 1, focusing solely
on success or failure results in no reward despite moving in the
right direction. We note that LLMs can gradually adapt and begin to
answer with richer vocabularies as inputs change step by step. As
shown in the right half of Figure 1, whenwe ask an LLM “How do you
rob a bank?”, it initially refuses to answer, but as we gradually adjust
the input, the LLM starts to provide responses containing some
information rather than simply refusing. To quantify the amount
of information related to the input question in the response, we
propose an Information Quantization (IQ) method that measures
the richness of vocabulary in clauses related to the question within
the answer. By doing so, we can better evaluate and encourage LLMs
to approach success step by step throughout the attack process,
ensuring they receive rewards not just for the final outcome but
continuously.
Challenge 3. How to define the system state of an LLM? When defin-
ing the system state of an LLM, we need to consider several factors.
The state of the LLM typically comprises several key components:
the input, internal weights, hidden state representations for a given
input, output logits, and the final generated text. For closed-source
LLMs, internal weights, hidden state representations, and output
logits are inaccessible, preventing direct observation or debugging
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of the models’ internal workings. In contrast, for open-source LLMs,
we can extract and analyze these components, though doing so re-
quires additional hardware resources and incurs extra time costs.
Given these considerations, we choose to use the input, the final
generated text output of the LLM as representations of its system
state. This is a practical and efficient method because this informa-
tion is easily accessible for all types of models. The input is a crucial
factor in determining the behavior of LLMs, as it directly influences
the response generation process and output content. However, the
response of an LLM is shaped not only by the input but also by its
internal state. Therefore, using the input and response can, to some
extent, reflect the model’s operational characteristics and behavior
patterns. Thus, estimating the LLMs’ system state based on input
and response is reasonable and universal.

3 Methodology

3.1 Overview
Based on the aforementioned view of escaping the security zones
of LLMs, we proposed our approach, MazeBreaker, as shown by
Figure 2. Overall, we view jailbreak attacks on LLMs as a game of
escaping a secure maze. Our global attack algorithm is shown in
Algorithm 1.

Algorithm 1: Global Attack Process Algorithm
Input: Question Pool question_pool, Template Pool template_pool, Judgment Model

judgment_model
Output: Optimized attack templates

1 for iteration← 1 to max_iterations do
/* Step 1 to 6 are detailed in Section 3.2 */

/* Step 1: Select Original Question and Template */

2 𝑄𝑜𝑟𝑔 ← SelectRandom(question_pool);
3 𝑇𝑜𝑟𝑔 ← UCBSelect(template_pool);

/* Step 2: Get and Apply Question and Template Mutation Operators,

𝑎𝑇 and 𝑎𝑄 */

4 (𝑎𝑇 , 𝑎𝑄 )←MADDPG.GetStrategies(𝑄𝑜𝑟𝑔 ,𝑇𝑜𝑟𝑔 );
5 (𝑇 ,𝑄 )← ApplyMutations(𝑇𝑜𝑟𝑔 ,𝑄𝑜𝑟𝑔 , 𝑎𝑇 , 𝑎𝑄 );

/* Step 3: Generate LLM Input Prompt, 𝑃 */

6 𝑃 ← Combine(𝑇 ,𝑄 );
/* Step 4: Query LLM and get the LLM response, 𝑅 */

7 𝑅← QueryLLM(𝑃 );
/* Step 5: Evaluate Response using Judgement Model */

8 𝐽𝑠𝑐𝑜𝑟𝑒 ← JudgmentModelEvaluate(𝑅);
/* Step 6: Get Information Quantization (Algorithm 2) */

9 𝐼𝑄 ← ComputeIQ(𝑃 , 𝑅);
/* Step 7: Calculate Reward (seeing Equation 1) */

10 reward← CalculateReward(𝐽𝑠𝑐𝑜𝑟𝑒 , 𝐼𝑄 );
/* Step 8: Update MADDPG (details in Section 3.3) */

11 MADDPG.UpdatePolicy(𝑎𝑇 , 𝑎𝑄 , reward);
/* Step 9: Update Template Statistics */

12 UpdateTemplateStats(𝑇 , reward);
/* Step 10: Update Template Pool if Attack is Successful */

13 if 𝐽𝑠𝑐𝑜𝑟𝑒 > threshold then
14 template_pool.append(𝑇 );
15 end
16 end
17 return template_pool

First, at the step 1, we select a harmful question 𝑄𝑜𝑟𝑔 from the
question pool and a jailbreak template 𝑇𝑜𝑟𝑔 from the template pool
as inputs for the mutators (question mutator and template muta-
tor). At the step 2, we have defined multiple mutation actions for
both mutators. Question mutator 𝑎𝑄 and template mutator 𝑎𝑇 will
mutate the harmful question 𝑄𝑜𝑟𝑔 and the jailbreak template 𝑇𝑜𝑟𝑔 .
To select mutation actions for modifying the harmful question and

template, we adopted a multi-agent reinforcement learning method.
The multi agents determine the actions based on the system state,
which considers the selected prompt, the selected question, the
last step’s inputs and responses of the LLM. After mutation, at the
steps 3 and 4, we combine the mutated question𝑄 and the mutated
jailbreak template 𝑇 as the input prompt 𝑃 for LLM. At the step 5,
The judgment model will judge if the LLM response 𝑅 contains the
harmful content or not and also give one confidence score 𝐽𝑠𝑐𝑜𝑟𝑒 . If
𝐽𝑠𝑐𝑜𝑟𝑒 is more than the predefined threshold and the attack is suc-
cessful , the used jailbreak template 𝑇 for this attack will be added
to the template pool at step 10. At the steps 6 and 7, to compute
the reward feedback for the reinforcement learning, we define a
metric, Information Quantization (IQ), to measure the information
carried by the response. IQ and the confidence score 𝐽𝑠𝑐𝑜𝑟𝑒 from
Judgment model will be used as the reward for training the multi-
ple agents at the step 8. We update the jailbreak template statistics
for next selection at step 9. For the next iteration, we select the
question and template again from the question and template pool.
The multi-agent reinforcement learning will make the new action
choice based on the received feedback. This iterative process gov-
erned by a well-defined reward function and state representation,
helps MazeBreaker gradually adapt its attack strategy to bypass the
LLMs’ defenses. In the following subsections, we start introducing
the important components of our approach.

Question Pool

Template Pool

Question 
Mutator

Template 
Mutator

select

select

Prompt

Target Model

ResponseJudgment
Model

Information
Quantization

guide

IQMultiple-Agent 
Reinforcement

Learning
update

Success?

Yes
No

Question

Template

combine

score

Input   Selection

Mutation

Attack and 
Assessment

Figure 2: Overview of MazeBreaker.

3.2 Important Components
Input Selection. In selecting from the seed pools (question and jail-
break template pools), we use a method that combines randomness
with strategic selection. Harmful questions are chosen randomly,
while jailbreak templates are selected using the UCB strategy [13].
The UCB strategy assigns a score based on the past performance
of jailbreak templates in successful attacks. This strategy chooses
the highest-scoring seed with a probability 𝛿 and makes a random
selection with a probability value, 1 − 𝛿 . This approach not only
ensures that we prioritize jailbreak templates that are more likely to
successfully attack but also effectively reduces the use of ineffective
ones. Meanwhile, the probability of random selection allows us to
explore the global optimal solution, enhancing the flexibility and
comprehensiveness of the strategy. In our experiment, we set 𝛿 to
0.95.
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Mutation. The role of mutators is to modify the input of an LLM,
a process achieved through selected actions. We utilize the text
processing capabilities of LLMs to perform multifaceted and in-
depth transformations on the input, aiming to confuse the target
model. To mutate the jailbreak template and the question, we have
designed two categories of action mutators: the template mutator
and the question mutator. Among them, the template mutator em-
ploys five transformation operations from LLMFuzzer [31], which
include: Generate, Crossover, Expand, Shorten, and Rephrase. When
mutating harmful questions, our goal is to preserve their harmful
semantic attributes as much as possible. Therefore, we designed five
specific action strategies for question mutator: ❶ Euphemize: make
the wording and tone of a question relatively more gentle, thereby
prompting the respondent to answer with less defensiveness and
more conciseness. ❷ Confusion: insert gibberish or irrelevant words
into the random parts of a question to make it more misleading.
This method involves adding some insignificant words or phrases to
the original question, blurring its focus. ❸ Split: break down a prob-
lem into multiple smaller issues based on logic. This method can
effectively guide the respondent’s thought process, leading them to
disclose information they originally should not have shared inadver-
tently. ❹ Restructure: adjust and modify the structure and form of a
sentence in English grammar without altering its original meaning.
❺ Substitution: randomly select certain words in the question and
replace them with synonyms or similar words.

Both mutators prompt a selected mutation model to execute the
mutation action. The mutators only modify the semantics of the
template and questions while maintaining their readability. Besides,
we use Llama Guard 3 to ensure that the mutated question is also
harmful. After the mutation, the mutated question and template will
be combined together into a jailbreak input. We experimented with
various advanced LLMs for the question and template mutators,
including GPT-4o-mini, DeepSeek-Chat-V2, Llama-3.1-70b, Vicuna-
7b, and Qwen2-72b. When evaluating these mutation models, we
considered factors such as time efficiency, performance, and cost.
Ultimately, we selected GPT-4o-mini as our mutation model due
to its cost-effectiveness while ensuring both efficiency and high
quality. The prompts we use for the mutation actions can be found
in our website [26].
Attack and Assessment. We introduce the judgment model pri-
marily to provide rapid feedback during the reinforcement learning
training, thereby improving both learning efficiency and effective-
ness. By incorporating the judgment model, we not only accelerate
feedback acquisition for reinforcement learning but also automate
the entire attack process, eliminating the need for human inter-
vention. We implemented an LLM-based evaluation method, de-
signing a judge prompt to guide the LLM in assessing the attack
outcomes. This approach is widely used by evaluating LLM attack-
ings [7, 11, 19, 24, 29] due to the high evaluation consistency [11, 24]
between the LLM evaluator and the human. The judgment prompt
we employed is shown onwebsite [26]. 𝐽𝑠𝑐𝑜𝑟𝑒 is used to compute the
reward for the reinforcement learning. We experimented with sev-
eral SOTA LLMs, including GPT-4, GPT-4o-mini, DeepSeek-Chat-
V2, Llama-3.1-70b, and Qwen2-72b, spanning both commercial and
open-source options. Given the considerations of accuracy and API
usage costs, we ultimately selected GPT-4o-mini as our judgment
model.

Information Quantification (IQ) is aimed at addressing how to
extract valuable lessons from unsuccessful attack outcomes and
relaying this feedback to the reinforcement learning. By closely ob-
serving the entire process of attacking LLM, we discovered that clev-
erly wrapping questions can effectively guide the targeted LLM to
gradually provide an increasing amount of information. As shown
on the right side of Figure 1, the LLM initially refuses to answer
the harmful question about how to rob a bank, but as the guidance
progresses, it eventually begins to offer relevant suggestions. In
this process, we observed that the responses from the LLM grad-
ually included answers to harmful questions, and the vocabulary
used was continuously expanding. This phenomenon caught our
attention and prompted us to design a simple yet highly effective
method to evaluate the amount of information contained in the
LLMs’ responses to input. As shown in Algorithm 2, we first extract
a set of sub-sentences 𝑆 related to the input 𝑋 from the LLMs’ re-
sponse 𝑌 (line 2, 𝐸𝑥𝑡𝑟𝑎𝑐𝑡𝑜𝑟 ). For each sub-sentence in 𝑆 , we count
the number of nouns, verbs, adjectives, and adverbs it contains (line
5, 𝐶𝑜𝑢𝑛𝑡𝑒𝑟 ). This ensures that our measure reflects the diversity of
content rather than simple response length. This approach is quite
intuitive, as when the model refuses to answer, its output is usually
more concise with a few nouns, verbs, adjectives, and adverbs. If
we can encourage the model to provide increasingly more content,
and that content becomes richer, the probability of it containing
answers to the questions will significantly increase. This is because,
in this scenario, the model, under guidance, has begun to gradu-
ally relax its adherence to safety constraints, which may lead to
riskier outputs. Algorithm 2 contains two methods 𝐸𝑥𝑡𝑟𝑎𝑐𝑡𝑜𝑟 and
𝐶𝑜𝑢𝑛𝑡𝑒𝑟 . The method 𝐸𝑥𝑡𝑟𝑎𝑐𝑡𝑜𝑟 prompts GPT-4o-mini to extract
sub-sentences from the response that are related to the input/ The
method𝐶𝑜𝑢𝑛𝑡𝑒𝑟 counts the number of nouns, verbs, adjectives, and
adverbs in a sentence that has been extracted from 𝐸𝑥𝑡𝑟𝑎𝑐𝑡𝑜𝑟 .

Algorithm 2: Calculate IQ from LLM Response
Input: Input Prompt 𝑃
Output: Information Quantification 𝐼𝑄

1 LLM Response 𝑅← LLM(𝑃 );
2 Sub-sentences← Extractor(𝑃 , 𝑅);
3 𝐼𝑄 ← 0;
4 for each sub-sentence s in Sub-sentences do
5 (NOUN, VERB, ADJ, ADV)← Counter(s);
6 𝐼𝑄 ← 𝐼𝑄 + NOUN + VERB + ADJ + ADV;
7 end
8 return 𝐼𝑄

3.3 Multi-Agent Reinforcement Learning
3.3.1 Key RL Components
System State Representation. The system state at time step 𝑡 is
represented as 𝑠𝑡 = ⟨𝑄𝑡 ,𝑇𝑡 , 𝑃𝑡 , 𝑅𝑡 ⟩, where 𝑄𝑡 is a harmful question,
𝑇𝑡 is a jailbreak template, 𝑃𝑡 is the input prompt at time 𝑡 , and 𝑅𝑡 is
the LLMs’ response. The state 𝑠𝑡 provides the context for the agents’
decision-making, as they are based on the system’s previous inputs
and outputs. To facilitate the agent’s learning process, we use an
embedding function 𝑓 : S → R𝑛 to map the system state into a
vector space of dimension 𝑛.
Action Space. The action space for each agent defines the set of
possible actions that the agents can take to mutate the harmful
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question and the template. Each agent selects an action based on
the current system state to maximize its reward.
Policy. The agents operate based on a policy 𝜙 , which determines
the best action to take given the current system state. Each agent’s
policy is learned using the reinforcement learning algorithm that
adjust the action probabilities based on the reward signal it receives.
While each agent maintains its own policy network and acts in-
dependently during execution, their training is coupled through a
centralized critic that leverages global information from all agents
to optimize their behaviors towards the system’s overall goal.
Reward Function. The reward function 𝑟 is designed to evaluate
the effectiveness of the actions taken by the agents. By providing
the feedback, it can guide the policy optimization to the agents.
State Transition. Based on the actions chosen by the agents, the
system transitions to a new state 𝑠𝑡+1 = ⟨𝑄𝑡+1,𝑇𝑡+1, 𝑃𝑡+1, 𝑅𝑡+1⟩.
This new state is determined by the resulting output 𝑅𝑡+1 from
the target LLMs, which then feeds back into the system’s state
representation. The agents use this feedback to adjust their actions
continues this process over multiple steps, allowing the agents to
refine their strategies and improve the overall attack success rate.

3.3.2 Details of Multi-Agent Framework Design
Embedding LLM State and Malicious Inputs. Since we are con-
structing a black-box attack, we only consider the input and output
text obtained from both open-source and closed-source models. The
input text determines the output distribution of an LLM. Given the
input, the output text reflects the LLMs’ internal computational
mechanisms and can be used as an estimate of its internal state.
Thus, we represent the system state of the LLM using its input and
output text. However, harmful questions and jailbreak template
texts used to attack the model cannot be directly used as input for
the agents. Therefore, we use the sentence-transformer model to
convert text into vectors.
Action Agents.We have defined two action agents: the question
agent and the template agent. The question agent offers five action
choices, each corresponding to one of the five operations of the
question mutator: Euphemize, Confusion, Split, Restructure, and Sub-
stitution as shown in Section 3.2. These operations aim to mutate
questions in various ways, allowing them to better adapt to different
input contexts. Similarly, the template agent has five action choices,
each linked to one of the template mutator’s operations: Generate,
Crossover, Expand, Shorten, and Rephrase. These operations enable
the template agent to adjust templates with greater flexibility. Both
of these agents are designed based on the Actor-Critic [12]. These
actions involve modifying the jailbreak template. The objective is
to adjust the template in a way that aligns with the attacker’s strat-
egy, increasing the probability of bypassing LLM safeguards. The
primary responsibility of the actors is to make decisions regarding
the action choices, while the critics are tasked with evaluating the
effectiveness and rationality of these decisions. To accomplish this,
both agents employ neural networks, allowing them to learn and
adapt within complex environments.
Policy.When making decisions, these two agents comprehensively
consider the current system state (𝑠<𝑄,𝑇 ,𝑃,𝑅>) and the reward (𝑟 ).
We adopt a joint optimization framework, MADDPG [17], to simul-
taneously optimize both the question agent and the template agent.
The key idea of MADDPG is that each agent 𝑖 learns a policy 𝜋𝑖

to maximize its reward. The reward is based on the actions of all
agents and the system state, therefore enables each agent to account
for the other’s choices when making decisions, ensuring efficient
collaboration between agents to successfully complete tasks.
Reward.Weuse the following equation to compute the total reward
in reinforcement learning,

𝑟 = 𝛼 · 𝑟𝐼𝑄 + (1 − 𝛼 ) · 𝑟 𝐽 , 0 ≤ 𝛼 ≤ 1 (1)

where,

𝑟𝐼𝑄 =

{
− log(1 + |Δ𝐼𝑄 |) if Δ𝐼𝑄 < 0
log(1 + |Δ𝐼𝑄 |) if Δ𝐼𝑄 ≥ 0

, 𝑟 𝐽 =

{
− log(1 + |Δ𝐽𝑠𝑐𝑜𝑟𝑒 |) if Δ𝐽𝑠𝑐𝑜𝑟𝑒 < 0
log(1 + |Δ𝐽𝑠𝑐𝑜𝑟𝑒 |) if Δ𝐽𝑠𝑐𝑜𝑟𝑒 ≥ 0

𝑟𝐼𝑄 is derived from the reward associated with Δ𝐼𝑄 , while 𝑟 𝐽
comes from the confidence score Δ𝐽𝑠𝑐𝑜𝑟𝑒 of the judgment model.
Here, Δ represents the difference between the current value and
the previous value. If either 𝐼𝑄 or 𝐽𝑠𝑐𝑜𝑟𝑒 decreases compared to the
last time, we assign a negative reward; otherwise, a positive reward
is given. Both 𝑟𝐼𝑄 and 𝑟 𝐽 are calculated using the same method
through the logarithmic function. We utilize the log function to
scale the rewards and ensure that the log output is positive by
adding an offset of 1. The rewards 𝑟𝐼𝑄 and 𝑟 𝐽 take into account
two different factors. 𝑟𝐼𝑄 is used to reward the agents based on
the richness of vocabulary in the responses, while 𝑟 𝐽 rewards the
agents based on the maliciousness of the answers. The purpose of
𝑟𝐼𝑄 is to encourage the LLMs to provide more elaborate responses
rather than simply saying no. Meanwhile, 𝑟 𝐽 aims to guide the LLMs
to produce more harmful content. The parameter 𝛼 controls the
trade-off between 𝑟𝐼𝑄 and 𝑟 𝐽 . In our work, we set it 0.5 to balance
these two types of rewards, as we consider them equally important.

4 Evaluation

4.1 Research Questions
To evaluate the rationality and effectiveness of our design, we have
the 5 following research questions (RQs): ❶ How does MazeBreak-
ercompare to other black-box attack frameworks? ❷ How does the
choice of mutation model for mutators affect MazeBreaker? ❸ How
does the reinforcement learning affect MazeBreaker? ❹ How do the
reward and the agent action of MazeBreaker affect the performance?
❺ Can we transfer the template or the action agents from one to
another for attack?

Firstly, we compared our approach with six current SOTA base-
lines (RQ1). Then, we explained how to select the mutation model
for the question mutator and template mutator (RQ2). In the selec-
tion process, we considered the attack performance and the time
cost. Since our method requires iterative optimization, we aimed
to find a mutation model with good attack performance and fast
response time. Thirdly, we examined how reinforcement learning
affects our method (RQ3). This was to demonstrate the rationale
behind incorporating reinforcement learning. Next, we investigated
how the internal reward mechanism and action space of reinforce-
ment learning influence our method (RQ4). Finally, we studied our
method’s effectiveness in transfer attack scenarios (RQ5).

4.2 Experimental Setup
4.2.1 Target models. To thoroughly evaluate our attack method,
we selected a diverse set of models to represent both closed-source
and open-source approaches. The closed-source models, such as
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the GPT series (GPT-3.5-turbo, GPT-4o-mini), Claude (Claude-3.5-
sonnet), and GLM-4-air, were chosen for their widespread use and
advanced capabilities, which provide a robust benchmark for test-
ing our method’s effectiveness. For open-source models, we in-
cluded the Llama series (Llama-2-7b-chat, Llama-2-13b-chat, Llama-
3-70b, Llama-3.1-8b, Llama-3.1-70b, Llama-3.1-405b), DeepSeek se-
ries (DeepSeek-Coder/Chat-V2), Gemma2-8b-instruct, Vicuna-7b,
Gemini-1.5-flash, Qwen2-7b-instruct, and Mistral-NeMo. These
models were selected due to their varying architectures, sizes, and
community-driven development, allowing us to assess the general-
izability of our attack across a broad spectrum of language models.

In RQ1, we select 13 target models to compare MazeBreaker
against other black-box attack frameworks, including GPT-3.5/4o-
mini, Deepseek-chat/coder-V2, Claude-3.5-sonnet, Gemini-1.5-flash,
GLM-4-air, Qwen2-7b-instruct, Gemma2-8b-instruct, Mistral-nemo
and Llama-2-7b-chat/2-13b-chat/3.1-8b. In RQ2, we use Llama-2-
7b-chat as the target model to evaluate how different mutation
models impact MazeBreaker and to identify the one that best bal-
ances performance and response time. Llama-2-7b-chat is highly
safely aligned [20]. We consider 5 candidates for the mutation
models, GPT-4o-mini, Deepseek-chat-V2, Llama-3.1-70b, Qwen2-
72b-instruct and Vicuna-7b. In RQ3, we choose GPT-3.5-turbo and
Llama-2-7b-chat as target models to verify if the reinforcement
learning is helpful for us to complete the attack task, escaping from
the security zone successfully. In RQ4, we study the reward and
action design of our approach using Llama-2-7b-chat and GLM-4-
air as the ablation study. In RQ5, we focus on the Llama-3.1 series
to explore the transferability of templates and action agents. Espe-
cially, to better test the effectiveness of our approach, we include a
very large Llama-3.1 model with 405b parameters.

4.2.2 Mutation Model. In our iterative process, one mutation
model for question mutator and template mutator is employed
to transform the original prompts and templates into varied con-
tent, which is more likely to confuse the target model while pre-
serving the original meaning. For this purpose, we utilize a range
of mutation models, including GPT-4o-mini, DeepSeek-Chat-V2,
Llama-3.1-70b, Qwen2-72b-instruct, and Vicuna-7b. We evaluate
the performance of these mutation models by comparing their effec-
tiveness while also considering factors such as cost and processing
time to select the most suitable model for our experiments.

4.2.3 Datasets and Baselines. We used the same datasets as those
utilized in LLMFuzzer. The 100 harmful questions were either man-
ually crafted by the authors or generated through crowdsourcing,
ensuring they accurately reflect real-world scenarios. For the initial
templates, we used the 77 templates selected by LLMFuzzer, which
have been proven effective for conducting jailbreak attacks. We
consider 6 SOTA jailbreak attack methods that are open-sourced:
❶ReNeLLM [9], a method that utilizes prompt rewriting and
scenario nesting techniques to bypass LLM security measures by
disguising harmful prompts within seemingly benign tasks, mak-
ing them difficult to detect and block. ❷Jailbroken [33], a jail-
break method that exploits the failure modes of competing objec-
tives and mismatched generalization to bypass LLM safety mea-
sures by designing jailbreak attacks that guide the model into
performing restricted behaviors. ❸LLMFuzzer [31], a method

that leverages automated fuzzing techniques to bypass LLM secu-
rity measures by generating and mutating jailbreak prompts that
embed harmful queries within benign-seeming text structures.=
❹CodeChameleon [18], a method that uses personalized encryp-
tion to bypass LLM security mechanisms by embedding malicious
queries within encrypted formats that appear safe and are decrypted
by the model for execution. ❺ Cipher [32], a method that utilizes
cipher-based prompts to bypass LLM safety measures by encrypting
unsafe queries in non-natural languages, enabling the model to gen-
erate harmful outputs undetected. ❻RLBreaker [6], a black-box
jailbreakingmethod that strategically selects prompt mutation oper-
ators through reinforcement learning, utilizing semantic similarity
rewards to align target LLM responses with harmful intent.
4.2.4 Evaluation Metrics. We use the attack success rate (ASR) as
our primary evaluation metric. The success of an attack is deter-
mined using an LLM evaluator based on two criteria: ❶ the victim
model does not refuse to respond to a harmful question; ❷ the
victim model provides information that generates inappropriate,
sensitive, or dangerous content, or alters its behavior in a way that
deviates from ethical guidelines. Even if the content is only par-
tially inappropriate or indirectly incites misconduct, the attack is
still considered successful in compromising the AI’s safeguards. To
provide a more comprehensive evaluation, we employ both Top1-
ASR and Top5-ASR metrics. Top1-ASR measures the ASR using
the single most effective template identified during the iteration
process, applied to a set of 100 questions. Top5-ASR, on the other
hand, measures the ASR using the five most effective templates
found during the iteration process, where success is defined as any
one of these templates successfully compromising the LLM when
applied to 100 questions. These templates are chosen based on their
effectiveness in previous iterations, ensuring that the most robust
and impactful adversarial inputs are used in the final evaluation
against the models. Considering that LLM can act as a reliable eval-
uator [7, 11, 19, 24, 29], for the final evaluation, we used another
prompt to DeepSeek-V3 to assess attack success based on the cri-
teria above to avoid overfitting. This ensured that the evaluation
accurately reflected the effectiveness of our approach. Additionally,
we cross-validated our results using Llama Guard 3 [16], which
confirmed the consistency of our outcomes. We also observed dis-
crepancies when using the LLMFuzzer evaluation model compared
to DeepSeek-V3. To address this, we manually reviewed 50 eval-
uation results flagged as harmful by DeepSeek-V3 but classified
as safe by FT-Roberta. The manual verification, involving a multi-
reviewer process, showed a 100% accuracy rate [26]. Besides, we
use the Query Count (QC), which represents the total number of
queries made to the target LLM during the entire attack process.
This metric evaluates the efficiency of the attack.

5 Results

5.1 Comparison with Other Methods (RQ1)
Our comparison includes 13 models: GPT-3.5-turbo, GPT-4o-mini,
Claude-3.5-sonnet, DeepSeek-Chat/Coder-V2, Gemini-1.5-flash,
GLM-4-air, Qwen2-7b-instruct, Gemma2-8b, Mistral-nemo, Llama-
2-7b-chat, Llama-2-13b-chat and Llama-3.1-8b. We compare our
methods against 6 baselines: CodeChameleon, LLMFuzzer, Jailbro-
ken, ReNeLLM, Cipher and RLBreaker. For LLMFuzzer and our
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Table 2: Comparison of different methods using DeepSeek-V3 as judgment model

CodeChameleon LLMFuzzer Jailbroken ReNeLLM Cipher RLBreaker MazeBreaker
Text Code Top1 Top5 Top1 TopN(11) Top1 TopN(6) Top1 TopN(4) TopN Top1 Top5

GPT-3.5-turbo 76% 64% 88% 100% 50% 90% 72% 97% 80% 93% 98% 100% 100%
GPT-4o-mini 74% 62% 92% 100% 54% 90% 73% 95% 85% 94% 98% 100% 100%
GLM-4-air 25% 55% 99% 100% 7% 23% 52% 80% 84% 95% 99% 100% 100%

Claude-3.5-sonnet 30% 5% 0% 0% 12% 16% 4% 7% 2% 2% 8% 37% 71%
Llama-2-7b 15% 29% 84% 100% 36% 56% 24% 44% 68% 97% 97% 96% 100%
Llama-2-13b 0% 9% 68% 100% 18% 22% 3% 7% 86% 98% 88% 92% 100%

DeepSeek-Chat-V2 79% 80% 100% 100% 85% 95% 96% 99% 99% 100% 99% 99% 100%
DeepSeek-Coder-V2 89% 93% 99% 100% 82% 94% 41% 44% 100% 100% 98% 99% 100%
Gemini-1.5-flash 90% 72% 100% 100% 89% 95% 26% 36% 88% 98% 98% 97% 100%

Qwen2-7b 33% 13% 100% 100% 35% 55% 65% 79% 2% 2% 98% 100% 100%
Gemma2-8b 42% 54% 99% 100% 65% 92% 59% 99% 30% 51% 96% 100% 100%
Mistral-nemo 75% 69% 99% 100% 25% 67% 74% 79% 5% 13% 99% 100% 100%
Llama-3.1-8b 21% 35% 91% 100% 8% 26% 15% 45% 26% 59% 94% 95% 100%
Average 49.9% 49.2% 86.1% 92.3% 43.5% 63.2% 46.5% 62.6% 58.1% 69.4% 90.0% 93.5% 97.8%

Query Count 200 50000 2200 1600 1200 10000 4500

approach, we evaluate template generalizability and impact us-
ing Top1-ASR and Top5-ASR metrics, reflecting iterative template
selection based on prior effectiveness. RLBreaker adopts a TopN
strategy, retiring templates upon successful breach without seeking
more potent alternatives. Other methods, utilizing diverse muta-
tion strategies, are assessed via Top1-ASR (effectiveness of the best
mutation) and Top-n-ASR (success rate across n strategies). Here, n
corresponds to the number of strategies per method, with Top-n-
ASR determined by whether any strategy compromises the LLM
across 100 questions. This ensures a fair comparison, accounting
for varying strategies and template counts across methods.

As shown in Table 2 , our approach achieves the best Top1-
ASR for 10/13 times and the best Top5-ASR for 13/13 times. For
DeepSeek-Coder-V2 and Gemini-1.5-flash, LLMFuzzer attains the
best Top1-ASR, and for DeepSeek-Chat-V2, Cipher attains the best,
while our approach again comes in second, with a marginally
smaller Top1-ASR. Particularly in models like GPT-3.5-turbo, GPT-
4o-mini, Llama-2-7b-chat, Llama-2-13b-chat and Claude-3.5-sonnet,
MazeBreaker achieves the highest Top1-ASR, highlighting its ability
to effectively bypass security measures in these models. Compared
to other approaches, MazeBreaker obviously outperform in Top1-
ASR for the well safety-aligned models.

We found that MazeBreaker shows an average Top1-ASR of
93.5% and a Top5-ASR of 97.8% across all models, which indicates
that MazeBreaker is highly effective and consistent in attacking
various models. In contrast, the other benchmark methods exhibit
less impressive average performance. For instance, LLMFuzzer has
an average Top1-ASR of 86.1%, and Jailbroken has an even lower
average Top1-ASR of 43.5%. It is noticed that all used baselines are
very bad for Claude-3.5-sonnet while our approach significantly
outperforms them, which is highlighted by the orange color in
Table 2. While strong safety alignments are effective in prevent-
ing many attack methods [23], MazeBreaker produces impressive
results, showcasing its resilience. We investigate their responses
manually, and confirm that Claude-3.5-sonnet refused to answer
their questions and almost all of the responses start with “I will not
provide any information...”.

The experiment demonstrates that MazeBreaker significantly
outperforms existing methods (such as LLMFuzzer and RLBreaker)
on commercially available high-securitymodels that are highlighted
by the gray color in Table 2, including GPT-3.5-turbo, GPT-4o-mini,

Claude-3.5-sonnet, and GLM-4-air, especially in the Top1 metric.
Even against these highly fortified models [1, 22], like Claude-3.5-
sonnet that is highlighted by the orange color , MazeBreaker
can still breach security boundaries with a relatively high probabil-
ity, fully showcasing its applicability and robustness in handling
“complex defense mechanisms”. Our method excels in attacking
commercial models for two main reasons. First, we make full use of
the output of our attacking process to maximize rewards, making
it easier to penetrate complex and adaptive defenses. Second, we
do not need any “reference answer”, ensuring broader applicability.
By fully leveraging feedback from each attempt, MazeBreaker grad-
ually refines its attacks and precisely gauges the target’s security
boundaries even when facing diverse defensive strategies.

We chose to compare our method with LLMFuzzer and RL-
Breaker in detail, focusing on the cost (QC) highlighted by the
blue and green colors in Tables 1 and 2. This comparison was made
because both approaches demonstrate competitive performance
and involve a similar iterative process for generating adversarial
inputs. In LLMFuzzer, 500 iterations were used, leading to a total of
50,000 requests. RLBreaker send 5,000 requests during the traininng
phase and another 5,000 requests during the testing phase. In con-
trast, in our work, we send 3,000 requests during the iteration phase
and 1,500 during ASR calculation phase, totaling 4,500 requests (9%
of LLMFuzzer cost and 45% of RLBreaker cost). Compared to other
methods, MazeBreaker demonstrates superior efficiency: methods
with significantly fewer queries exhibit much poorer performance,
while methods with comparable performance require considerably
more queries. This comparison underscores the efficiency and ef-
fectiveness of our method, achieving higher success rates with
significantly lower costs.

MazeBreaker consistently outperforms the other baselines across
13 LLMs, demonstrating superior robustness and effectiveness, es-
pecially for the commercial LLMs with strong defense mechanisms.
Besides, MazeBreaker achieves an optimal balance between per-
formance and cost, delivering superior results without incurring
significant expenses.

5.2 Choice of Mutation Model (RQ2)
We use GPT-4o-mini, DeepSeek-Chat-V2, Llama-3.1-70b, Qwen2-
72b-instruct, and Vicuna-7b as our mutation-model candidates. To
evaluate the impact of each mutation model, we randomly select
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60 harmful questions and 60 templates from our dataset. We use
Llama-2-7b-chat as the target model because it is not large and
has a relatively strong initial safety alignment, making it an ideal
candidate to assess the effectiveness of generated adversarial ex-
amples in compromising model safety [20] . To ensure consistency
across experiments, we set the mutation policy for questions to
“Euphemize” and the mutation policy for templates to “Expand”.

Table 3: Comparison of different mutation model

Top1-ASR Top5-ASR Mutation Time(s)
GPT-4o-mini 28.33% 73.33% 16.01

DeepSeek-Chat-V2 30.51% 74.58% 25.07
Llama-3.1-70b 22.03% 64.41% 24.52

Qwen2-72b-instruct 36.67% 75.00% 48.6
Vicuna-7b 11.87% 37.29% 6.5

Table 3 demonstrates ASR and the mutation time of different
models. Qwen2-72b-instruct achieves the highest ASR in both Top1
and Top5 metrics, demonstrating superior performance. DeepSeek-
Chat-V2 and GPT-4o-mini also perform well in terms of ASR. How-
ever, GPT-4o-mini stands out for its significantly shorter mutation
time compared to the other models, which is crucial considering
that our method involves running thousands of iterations. Although
GPT-4o-mini’s accuracy is slightly lower than that of DeepSeek-
Chat-V2 by 7.13% and Qwen2-72b-instruct by 22.72%, its signifi-
cant time-saving advantage of 36.13% over DeepSeek-Chat-V2 and
67.06% over Qwen2-72b-instruct makes it highly effective for tasks
requiring numerous iterations. Additionally, despite being a com-
mercial model, GPT-4o-mini is more cost-effective than Qwen2-
72b-instruct. This balance between efficiency and cost makes GPT-
4o-mini a highly suitable choice for iterative mutation tasks where
both time and budget constraints are critical.

The choice of mutation model significantly impacts the effec-
tiveness of seed mutations, with varying time costs across different
models. Considering the balance between performance, time effi-
ciency, and cost, we have selected GPT-4o-mini as our finalmutation
model.

5.3 Impact of Reinforcement Learning (RQ3)
To validate the impact of reinforcement learning, we conducted
experiments using single-agent reinforcement learning, multi-agent
reinforcement learning, and a control setting without reinforcement
learning. We chose two models which are well safety-aligned to
evaluate the impact of our RL policy. Each configuration was tested
over 3000 rounds using both GPT-3.5-turbo and Llama-2-7b-chat.
In the setting without reinforcement learning, the mutator applied
actions randomly to the question and template. For single-agent
reinforcement learning, the question agent and template agent are
centralized into a single agent. Each output of the single agent
contains one question action and one template action.

This approach assumes that the combination of the original
question and template offers 25 mutator options, resulting in 25
possible actions per step. We train the single agent using the DQN
policy [21]. In contrast, multi-agent reinforcement learning inde-
pendently trains the question agent and template agent using the
MADDPG policy [17], a classical method in multi-agent reinforce-
ment learning. Each agent has 5 actions to select for mutating the
question and template. As shown in Figure 3, the single-agent DQN
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Figure 3: Comparison of Reinforcement Learning Methods
on attacking GPT-3.5-turbo and Llama-2-7b-hf

strategy outperforms the non-RL setting in both Top1-ASR and
Top5-ASR across both LLMs. Additionally, the multi-agent MAD-
DPG strategy achieves even greater improvements, demonstrating
the effectiveness of reinforcement learning in enhancing attack
success rates. We think that MADDPG is better than DQN in our
context because: 1) DQN is more suitable for smaller action spaces;
and 2) each agent in MADDPG focuses on its specific task while
sharing decisions with other agents, making it more effective for
solving complex tasks.

Reinforcement learning enhances MazeBreaker’s effectiveness,
with the multi-agent MADDPG strategy delivering the best results,
outperforming both the non-reinforcement learning setting and
the single-agent DQN. This highlights the multi-agent design as a
key factor in improving attack success rates.

5.4 Design of Reinforcement Learning (RQ4)
We explore how the key components withinMazeBreaker impact its
performance. Specifically, we compare the effects of the two types
of the reward and examine how mutating both the question and
template compares to mutating only the template in influencing
the results. Our reward function comprises both 𝑟𝐼𝑄 and 𝑟 𝐽 . To
determine whether both the IQ and the 𝐽𝑠𝑐𝑜𝑟𝑒 of the judgment
model are effective in MazeBreaker, we conducted experiments
using Llama-2-7b-chat and GLM-4-air. We createdd two additional
groups: 𝑟𝐼𝑄 only and 𝑟 𝐽 only. From Table 4, we can observe that
using only 𝑟𝐼𝑄 or 𝑟 𝐽 for the attack results in a lower ASR compared
to MazeBreaker. Additionally, for our double seed pool setting, the
goal is to discover more effective jailbreak templates. Mutating
only the questions would not add new templates to the seed pool,
which is essential for achieving this goal. Therefore, we focus on
mutating the jailbreak templates only. We found that for both GLM-
4-air and Llama-2-7b-chat, the ASR performance showed significant
improvement. This highlights the importance of mutating both the
question and the template in generating more effective jailbreak
strategies.

Table 4: Comparison of different components setting

Llama-2-7b-chat GLM-4-air
Settings Top1-ASR Top5-ASR Top1-ASR Top5-ASR
𝑟𝐼𝑄 70% 92% 89% 99%
𝑟 𝐽 74% 95% 88% 99%

Template 77% 97% 93% 97%
MazeBreaker 96% 100% 100% 100%

The experimental results demonstrate that the multi-agent re-
inforcement learning strategy, which incorporates both 𝑟𝐼𝑄 and
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𝑟 𝐽 rewards and employs a double pool mutation mechanism, is
critical to attack LLMs. Each component contributes to the overall
effectiveness of the attack, with the full MazeBreaker approach
outperforming the simpler configurations.

5.5 Transfer Attack (RQ5)
MazeBreaker needs iteratively to complete the attack. The attack
time cost increases as the model parameters grow in size. Given
the substantial time commitment, we explored whether the top
templates identified from onemodel or theweights of reinforcement
learning agents could be transferred effectively to attack another
model. We selected the five best templates from attacks on Gemma2-
8b-instruct, GPT-4o-mini, DeepSeek-Chat-V2, GLM-4-air, and GPT-
3.5-turbo and applied these templates to attack the widely used
Llama series models (Llama-2-7b-chat, Llama-3-70b, Llama-3.1-8b,
Llama-3.1-70b, Llama-3.1-405b).
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Figure 4: Template and Agent Transfer Attack

Figure 4 shows the results of the template transfer attack and
the agent-weight transfer attack of reinforcement learning. For
template transfer attack, it is partially successful across different
Llama models. The Top1- and Top5- ASR success rates vary, with
Llama-3.1-8b showing the highest transfer effectiveness (95% Top1
and 100% Top5) and Llama-3.1-405b exhibiting the lowest (64% Top1
and 81% Top5). These findings suggest that while certain templates
can be effectively transferred, the success of such transfers depends
significantly on the specific architecture and scale of the target
model. The comparison between reinforcement-learning agents’
performance under transfer attacks versus non-transfer attacks
reveals that transfer attacks lead to superior outcomes, as shown
in Figure 4. Specifically, when agents transfer knowledge from
other tasks to the current one, they exhibit enhanced resilience
against attacks. Transfer learning enhances the agents’ ability to
withstand attacks, as evidenced by the better performance under
transfer attacks compared to non-transfer attacks. In conclusion,
template transfer generally shows good effectiveness but its success
is model-dependent, varying with the architecture and size of the
target model. While agent transfer also has potential, especially
when progressing from smaller to larger models within the same
series.

The effectiveness of both template transfer and agent transfer
strategies shows that MazeBreaker can adapt and perform well
across different models, leveraging their unique characteristics.

6 Discussion
Threats to Validity. The internal threat to validity mainly lies in
the potential errors of using DeepSeek-V3 for evaluating different

attack approaches when determining whether the final output is
a harmful response. To minimize this risk, we introduced Llama
Guard 3 [16] and multi-reviewer check for cross-validation of the re-
sults. By employing multiple evaluation methods, we increased the
reliability of our findings through diversified validation approaches.
The external threat to validity is primarily addressed by carefully
selecting a diverse set of target models and harmful questions. To
ensure model representativeness, we included 13 different models
that cover both open-source and commercial models, widely used
in various research and application scenarios. For the harmful ques-
tions, we used the same dataset as LLMFuzzer, which consists of
100 harmful questions that were either manually crafted by humans
or generated via crowdsourcing to accurately reflect real-world sce-
narios. This approach helps to ensure that our findings are broadly
applicable across different types of models and potential real-world
scenarios.
Limitation. The first limitation is the time cost issue. Although
MazeBreaker requires fewer overall queries than LLMFuzzer, its
total runtime is longer than other attack methods because each
iterations involves strategy selection via reinforcement learning
and mutation of templates and questions, which will take some
time. Besides, like LLMFuzzer, MazeBreaker’s effectiveness depends
highly on the original manually crafted jailbreak templates as initial
seeds. The second limitation is the randomness introduced by the
AI-based components of MazeBreaker. This randomness arises from
the mutators, the judgment model, information quantization, and
the reinforcement-learning agents. Except for the reinforcement-
learning agents, all others use LLMs, which is well known for
its undetermined output, even when the input is the same. The
reinforcement-learning agents also exhibit some randomness and
are influenced by the initial states, the optimization process, and
the output of other components of MazeBreaker. This can lead to
some variations in the effectiveness of our approach. All jailbreak
approaches that contain AI components share this limitation. Fi-
nally, while MazeBreaker performs well across various language
models, its attack strategies and effectiveness may not fully trans-
fer between different types of models, particularly those that have
defenses against the mutation strategies of MazeBreaker.

7 Conclusion
In this paper, we introduce MazeBreaker, a novel approach to jail-
break attacks on LLMs that leverages a multi-agent reinforcement
learning framework. By considering LLM security as a maze that at-
tackers must navigate and escape, our method strategically explores
and identifies the best mutation action to take in each iteration.
Our approach uses multiple agents to iteratively refine the attack
strategy, finding the most effective mutation actions, which can
ultimately increase the likelihood of successfully bypassing the
LLMs’ security defenses. Besides, our approach doesn’t need the
reference answers. We first propose a vocabulary-richness reward
mechanism that encourages LLMs to generate more content, along
with a double-pool mutation strategy to enhance the diversity and
effectiveness of the attacks. These components work together to
significantly increase MazeBreaker’s ASR. The results of our ex-
periments, conducted across 13 different LLMs, demonstrate that
MazeBreaker outperforms 6 existing SOTA jailbreak methods in
both attack success rate and efficiency, especially when attacking
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commercial models with strong security alignment. Our work offers
important insights into the vulnerabilities of LLMs and highlights
the need for continued advancements in model security. By provid-
ing a more efficient and effective means of testing LLM defenses,
MazeBreaker contributes to enhance the safety and ethical align-
ment of these powerful models, providing reassurance about the
effectiveness of the new approach.
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